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The art of AI engineering — Part I
Building reliable products on top of pre-trained models: knowing when to hire the brain,

and evaluating it honestly.
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T H E  J O B

Build reliable products around a brain you don’t control.

the harness you build

pre-trained
model

you don’t control it

1 Understand the model

how it was trained and why it behaves as it does

2 Judge the model

which one for which task, and when it fails

3 Build scaffolding

retrieval, tools, memory, context, permissions

4 Run it in production

monitoring, debugging, cost, latency, reliability

ML engineers arrive with 1 and 2 Software engineers arrive with 3 and 4

It is non-deterministic, and a wrong answer sounds as persuasive as a right one. The hardest part isn’t building; it is being confident that what
you built works.

THE ART OF AI ENGINEERING · I 3 / 14

THE ROLE



W H E N  T O  H I R E  T H E  B R A I N

Why the first judgement call is hard.

1

An unreliable new part

✓ ✓ AI ✓ ✓

a workflow that already runs

faster, cheaper,
happier customers

broken trust,
ballooning cost

The business already runs. AI can speed it up,

or break the trust it runs on.

2

The ground keeps moving

~4 min · Mar 2024

16 h+ · 2026

TASKS A MODEL CAN FINISH (METR)

Models last 6 weeks to 12 months. Build like
seismic design: the least scaffolding that does

the job.

3

Two tracks of work at once

CLASSIC TRACK

fix bugs · ship the features customers ask for

AI TRACK

a new model every few months

to fold into your product

Everything classic software needs, plus a
second stream: at least double the work, on

the same team.
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R A N K  T H E  C A N D I D A T E S

Score every task you could automate on three things.

EFFORT VS REWARD

Value for the effort

effort →

↑ value

do first

The least technical effort for the highest

commercial value.

VERIFICATION COST

How cheap is checking?

HOW FAST YOU LEARN IT WAS WRONG

test fails

minutes

email draft

one read

invoice

weeks

investment

7–10 years

cheap to check expensive to check

When the brain is wrong here, how quickly and

cheaply will you know?

BLAST RADIUS

How far does it travel?

HOW FAR A MISTAKE TRAVELS

email one review ✓

invoice accounting payments reports decisions

surfaces weeks later

A draft email stops at one review. A wrong

invoice amount flows on for weeks.
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T H E  R U L E  O F  T H U M B

Hire the artificial brain where you can afford to check its
work — and have a proper plan for if and when it fails.

Map your organisation’s workflows, processes, software and their dependencies first.

Map workflows Rank tasks Automate the best Then the next Then the next

the same chain an error travels down

Design rule: automate first where a mistake is stopped in the fewest steps, and put a human in the loop wherever it would travel.
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C A S E  S T U D Y  1  ·  S O F T W A R E  E N G I N E E R I N G

Software goes first: checking is nearly free.

Requirements
the goal

Design
architecture

Plan
tasks

Implement
the code

Code review
read the diff

Test
run checks

Deploy
CI/CD

Operate
monitor, fix

makes an artefact checks one

The check stages are the cheapest to automate: something

cheaper than the model already verifies them.

SCORE OUT OF 15 · EFFORT VS REWARD, VERIFICATION COST, BLAST RADIUS

Test 15 automate first: a test passes or fails

Code review 14 first-pass reviewer; human merges

Implement 12 bounded tickets, tests as the gate

Operate 10 triage and diagnosis, not the fix

Plan 9 draft only, engineer edits

Deploy 7 already automated, deterministically

Design 5 sparring partner

Requirements 3 don’t automate

Fully automate Human at the gate Augment or don’t automate

Skip the guardrails and you haven’t automated the stage. You have moved its verification cost onto your customers.
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C A S E  S T U D Y  2  ·  V E N T U R E  C A P I T A L

VC splits in half: automate volume, keep the call human.

Sourcing
find deals

Screening
fit to thesis

Diligence
verify claims

Memo
write the case

Committee
make the call

Closing
sign terms

Monitoring
track KPIs

Exit
the real grader

makes an artefact checks one

About 20 decisions a year, and the truth arrives 7–10 years later. In

diligence, “done” means refusal: the best model says “not in the

data room” every time it should.

SCORE OUT OF 15 · EFFORT VS REWARD, VERIFICATION COST, BLAST RADIUS

Sourcing 14 highest volume, lowest stakes

Monitoring 13 extract and flag; partner calls

Screening 12 model triages; sample the rejects

Diligence data 11 every number cites a source

Memo 10 draft; partner owns the argument

Legal documents 10 deviation report; lawyer signs

Reference calls 7 prep and synthesise

Terms 6 blast radius is a veto

IC decision 3 don’t automate

Fully automate Human at the gate Augment or don’t automate
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E V A L S

The hardest part of AI engineering: it fails silently.
An eval is a repeatable measurement of whether a model or agent is good enough at a specific task to be

trusted with it.

NORMAL SOFTWARE

input A output A

input A output A

input A output A

same input, same output: one passing test proves it

and when it breaks, it crashes loudly

AI PRODUCTS

input A output A

input A output A′

input A wrong, but fluent

one passing run proves nothing

nothing crashes: your user finds out first

model

model eval

model

tools data

memory prompts

agent eval: the whole system

Grading has grown harder and dearer in every era: from string matching, to answer keys, to human votes and LLM judges, to domain experts marking real work.

The essay has the full history.
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C H O O S I N G  A  M O D E L  ·  M O D E L  E V A L

Public benchmarks are a scouting tool, not a verdict.

public benchmarks
saturated, often contaminated

a shortlist of 3–5

your agent eval

Even an inflated score still carries three signals:

SIGNAL 1

Exposure

A model trained on that material has seen that kind of knowledge.

SIGNAL 2

Intent

A lab that optimised for the benchmark tells you which domain it wants to win.

SIGNAL 3

Ecosystem

The top model gets the tooling, community and support around it.
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C H O O S I N G  A  M O D E L  ·  A G E N T  E V A L

Then test it on your own work.

AI engineers

domain experts

build the harness · know good

task set LLM judge

calibrated on a few hundred
hand labels; re-check on change

An LLM judge is the best trade on speed and cost, not on

accuracy. It only works if you calibrate it, and a false pass is

worse than a false fail.

FIVE CRITERIA TO TEST AGAINST

Capability

can it do the task, how often

Safety

will it do harm

Reliability

every time, or sometimes

Latency

first token, completion, load

Cost

per successful outcome

PLUS VENDOR DUE DILIGENCE Uptime and SLA Security record Safety and ethics Data privacy Compliance Copyright
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W H E R E  E V A L S  A R E  G O I N G  ·  1

Evals become software engineering.

1

Evals are code

eval suite v1

reviewed in a PR

owned, like unit tests

written ahead of the next model

experts write tasks, engineers own the infra

Versioned, reviewed, owned. When a new
model drops, the suite tells you overnight

which bets paid off.

2

The test pyramid

end-to-end
full trajectory · nightly

integration
one workflow

unit
one prompt, one tool · every commit

cheap and frequent at the base

Split capability evals (a hill to climb) from
regression evals (an alarm if they drop).

3

Report reliability

ONE RUN PASSES

75%

THREE RUNS IN A ROW PASS

42%

pass@k: can it do it at all?

pass^k: does it do it every time?

for customers, the second one counts

A 75% agent passes three runs in a row only
42% of the time.
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W H E R E  E V A L S  A R E  G O I N G  ·  2

…and then they run the whole system.

4

The eval becomes the router

input
router

reads evals

small

frontier

easy

hard

Pick the cheapest model that clears the bar,
per input. The router is a brain for hire too: it

needs its own eval.

5

Diff the model

SAME EVAL TASK, TWO MODELS

old

new

score: same

path: changed

diff the trajectories, not just the scores

A flat score with a changed path is a change
you haven’t understood yet.

6

Evaluate the system

AI

AI

AIAI

AI

same model

18 of 30 picked the same branch name
and colluded on prices within 3 rounds

Agents on the same model think alike. That
only shows up with the whole system running.
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T H E  S H O R T  V E R S I O N

The hardest part isn’t building. It is being confident that what
you built works. So hire the brain first where checking is cheap
and the blast radius is contained when things go wrong, and
build the evals to know how much you can trust it.
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